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Introduction - GEAP and Ping Identity

What is Gemini Enterprise Agent Platform. What is Ping Identity. What
challenges we are working with and how Agentic SRE Platform helps
us solve them.

Google Al SRE
Google’s blueprint for Agentic SRE

ADK and Agent Runtime

Technical showcase of key ADK capabilities and optimisations. How
agent runtime implements these constructs

Demo

Sample e2e-agent working on an OSS repo, analysing test failures, storing
them in BigQuery enabling environment-wide intelligence. From agent
Playground to wider GEAP ecosystem.




Introducing Gemini Enterprise Agent Platform,
powering the next wave of agents

April 23, 2026

What's new: Today, we're launching Gemini Enterprise Agent

Platform — our new, comprehensive platform to build, scale,

govern, and optimize agents. It's the evolution of Vertex Al
bringing the model selection, model building, and agent building
capabilities that customers love, together with new features for
agent integration, DevOps, orchestration, and security.

» Gemini Enterprise Agent Platform

Scale ]. %ﬂ Optimize

https://cloud.google.com/blog/products/ai-machine-learning/introducing-gemini-enterprise-agent-platform


https://cloud.google.com/products/gemini-enterprise-agent-platform
https://cloud.google.com/products/gemini-enterprise-agent-platform

4 Gemini Enterprise Agent Platform

Agent Development Kit @ 3P agent frameworks Agent Studio @ Agent Garden

Gemini APl and Model Garden Tools, data, and other agents

Gemini models 3P and open models Grounding RAG

Search APls and connectors

Model training Model inference AP2 and UCP Cioud Marketplace

Agent Runtime Agent Sessions Agent Sandbox Agent Memory Bank

Agent Gateway @ Agent Identity Agent Registry Agent Anomaly Detection @

Model Armor Agent Policy Agent Security Agent Compliance
GA at announcement
Optimize Apr, 2026

Agent Evaluation @ Agent Simulation @ Agent Observability Agent Optimizer a

@ GA as of Sept 2026

https://cloud.google.com/blog/products/ai-machine-learning/introducing-gemini-enterprise-agent-platform

https://cloud.google.com/blog/products/ai-machine-learning/whats-new-in-gemini-enterprise-agent-platform



PingOne Advanced Identity Cloud
)
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Ping Identity AGW Partner

Agent Gateway acts as a programmable data plane and enforcement point for Al agent traffic -
LLM requests, MCP calls, tool interactions.

https://docs.cloud.google.com/gemini-enterprise-agent-platform/govern/gateways/agw-partners

. Pin | d e nt It Ping Identity integrates with Agent Gateway to deliver real-  Video
g y® time, fine-grained authorization for agent and tool traffic.
This integration ensures every request is continuously Blog

verifled based on user, agent, context, and policy—moving
beyond static credentials. Together, they provide
centralized, consistent governance and visibility across all
agent interactions without changing application code.
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Goog Ie AI s R E SRE Al Autonomy Levels

LO - Manual
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N/

( L2 - Partial

( L4 - Full

N
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https://sre.google/resources/practices-and-processes/ai-engineering-reliable-operations/
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Google Al SRE whitepaper

The Safety Trifecta Google
Transparent Al reasoning - - - real-time risk assessments - - - progressive authorization

Strict architectural guardrails

Al agents must operate under rigid technical constraints including least-privilege access, automated circuit breakers, zero-trust
actuation tools.

Human Trajectories

Generating a human trajectory involves understanding and tracking the sequential actions and decisions made by engineers
during an incident or a task. Creating and maintaining “Golden Trajectories” to feed evaluation pipelines.




First SRE Agent: e2e-agent
e2e-aLL Q)

(

Mmutable

| :

J (

[ Infra Provision » Ready }

-~

NS

Platform Install - Ready

~

J

-~

Workloads deployed » Ready

~

Features enabled

Environment Ready

L

iImmutable ] -

upgrade, promote features J

7

N

[ Now we can run tests! j

N N T /_\

Ginko }[ Playwright }[ Infra tests }
)
)
)
)

Multiple stages across multiple
tests can fail

Wide range of error types - from
infra to Ul

Change rate is different for PR or
release



Before e2e-agent

test failed

Time from test failure until investigation is unbound

- Engineer’s laptop \
Engineer: /e2e-skill Most failures go unaccounted or undiagnosed

Al: Deliberating... , , , , :
Hands-on: requires Engineer’s attention and time

Engineer: Follow-ups QQ} Initial report time and quality can fluctuate

Al: Percolating...
Most context stays on Engineer’s laptop

Engineer: Open ticket + implement Duplicate efforts by multiple Engineers

Al: Booping...

\d / No full environment health overview

Transfer between timezone shifts is manual

Merged — Released — Resolved (?)



Finding the middle ground

Deep analysis, correct for almost all failures

The ultimate goal is to be able to analyse correctly any
e2e failure with high quality and depth of produced
analysis.

Challenging agent structure, token management and

identifying rightfully deep sessions from chasing-the-tail.

Unpredictable execution time makes it harder for users
to know when to expect the result.

Strictly bound time and token execution

Launch Phase, User-facing focus.

Provide reliable, sufficiently correct analysis for most e2e
failures, grounded in evidence and source code, bounded

by explicit time and token budgets and ready to guide
following processes to final investigation and action.

Trust earned through consistency




% Agent Development Kit



Graph Workflows

investigator_agent = LlmAgent(
name="investigator",

root_agent = Workflow( instruction=INVESTIGATOR_INSTRUCTION,
name="“e2e-agent”, t001s=INVESTIGATOR_TOOLS .....
edges=] )

("START", intake, investigation, investigation_router),

(investigation_router,
{"continue": investigation,

"done" : change_correlation}),

(change_correlation, synthesis, verifier, verifier_router),

(verifier_router, //JA

{"repair": synthesis,

"done": done}),



Verlfler Rubber-stamp and a quality win

Overreach

log-only mechanism
claims; correlation !=
causation

Broken references

dangling references and

gap IDs; gaps
contradicting findings

Unverified claims

mechanisms with no
source code read

Report shape

no findings, placeholder
summary, malformed
verdict

Synthesis: “Engine apply failure " serverside-applied ... signal: killed™ the engine’s own
deadline killing the apply... "client rate-limiter... context deadline
exceeded - indicating API server saturation”

ev_28f7aa3 kind: log

+ a few
more.



Verlfler Rubber-stamp and a quality win

Overreach

log-only mechanism
claims; correlation !=

Broken references

dangling references and
gap IDs; gaps

Unverified claims

mechanisms with no
source code read

Report shape

no findings, placeholder
summary, malformed

causation contradicting findings verdict taftew
§ ) | ) more.
Synthesis: “Engine apply failure "~ serverside-applied .. signal: killed™ the engine’s own , ;
y S _ p.p.y S gl e J _ 9 “signal: killed™ - external to the process
deadline killing the apply... "client rate-limiter... context deadline
exceeded’ - indicating API server saturation client rate limiter - mechanism to prevent
API server overload, not a symptom that
f_82bd4sd j certainty: proven ev_28f7aa3 | kind:log the server is actually overloaded.
Verifier: “the logs show the symptoms; the causal mechanism is inferred - no

evidence of kind code to back it”

“no open gap recorded to confirm this claim.”



Verlfler Rubber-stamp and a quality win

Overreach

log-only mechanism
claims; correlation !=

Broken references

dangling references and
gap IDs; gaps

Unverified claims

mechanisms with no
source code read

Report shape

no findings, placeholder
summary, malformed

causation contradicting findings verdict +afew
L ) | ) more.
Synthesis: “Engine apply failure " serverside-applied ... signal: killed™ the engine’s own , ,
Y J , p.p.y T 2 =0 J . J “signal: killed™ - external to the process
deadline killing the apply... "client rate-limiter... context deadline
exceeded’ - indicating API server saturation client rate limiter - mechanism to prevent
API server overload, not a symptom that
f_82bd4sd certainty: proven ev_28f7aa3 kind: log the server is actually overloaded.
Verifier: “the logs show the symptoms; the causal mechanism is inferred - no
evidence of kind code to back it”
“no open gap recorded to confirm this claim.”
Synthesis: <revised analysis and recommendations>

f_82bd4sd certainty: probable



Graph and Dynamic Workflows

investigator_agent = LlmAgent(
name="investigator",

root_agent = Workflow( instruction=INVESTIGATOR_INSTRUCTION,
name="“e2e-agent”, t00l1s=INVESTIGATOR_TOOLS .....
edges=] )

("START", intake, investigation, investigation_router),

®

(investigation_router,
@node(rerun_on_resume=True, name="investigator_loop")

{"continue”: investigation, async def investigator_loop(ctx: Context, node_input: dict):

"done" : change_correlation}),
while budget["current_turn"] < budget["max_turns"]:

(change_correlation, synthesis, verifier, verifier_router), try.raw = await ctx.run_node(investigator_agent, ...)
except ClientError as exc:
(verifier_router, il exc:code a3
raise
{"repair”: synthesis, quota_exhausted = True
"done": done}), break

except LlmCallsLimitExceededError:
11lm_calls_exhausted = True
) break



sistantService/Stream...

1 40,3275 0 =

138940336599728128 = invoke_agent investigator
3m 36.153s (77.1% of total time)

Attributes Logs & Events Stacktraces (0)

= Filter Enter property name or value
Key 1
gen_ai.agent.description Genal

gen_ai.agent.name GenAl

invoke_workflow sre_inv...
3m 54.546s

Metadata & Links

AREIE
]

‘\.

invoke_node trigger_router e
943.87ms

invoke_node pin_run_con...

N\

invoke_node branch_guard
226.166ms

Te7toms @
|11
2éazsams ©
[11]
<7 s3ams o
L]
st ©
1] = o
sto265ms o
111
- o
-/
tisacams ©

invoke_node investigator...

*—N
3m 36.284s e

|

invoke_node verifier_linter 0
578.681ms

¢ invoke_agentinvestigator a
] 3m 36.153s
o, === callim
— 7.259s
— GET
= 419.052ms
==. BigQuery.job.begin
Y= 641.647ms
=_ call_llm
"= g.565s
==_ BigQuery.getJob
= 94.39%ms
==_ BigQuery.getQueryResults

Value

investigator

execute_tool read_log_wi...
65.173ms

generate_content gemini...
4.057s

execute_tool changed_sy...

510.136ms

execute_tool changed_sy...

647.55ms

execute_tool changed_sy...

607.216ms

GET
475.672ms

GET
437.742ms

GET
168.489ms

GET
437.636ms

| e

s

execute_tool (merged)
103.621us

generate_content gemini...
6.495s

execute_tool blame_lines
523.437ms

generate_content gemini...
8.272s

execute_tool read_window
11.331ms

generate_content gemini...

GET
151.253ms

/

™ POST
- 510.631ms

T

Open session in Playground Copy

@®) GenAl attributes only

[ View Logs

X




ADK: HITL Human-in-the-loop

Nested

hitl_workflow = Workflow(
name="sre_investigation”

edges=]

(dormancy_gate,

("START", inner_workflow, dormancy_gate) <::::>
OR

{“ask_deep_dive": targeted_deep_dive,

“close”: session_complete }),....]

Linear

hitl_workflow = Workflow(

name="sre_investigation"”,
edges=]
(" SIPART" 5" s e aRoU RS,
(rolter %
"await_human": dormancy_gate,

“gdone’*: fimal-output

}),

(dormancy_gate, {"invalid_feedback": dormancy_gate,

"ask_deep_dive":

(., “donej]

async def dormancy_gate(ctx: Context, node_input: dict):

yield RequestInput(

interrupt_id=interrupt_id,
message="Text for the user”,
payload=node_input,
response_schema=DeepDiveFeedback

targeted_deep_dive}),



Parallel tool calls

Same query with
wider filter

Independent
unrelated tasks

|

ADK automatically batches async function calls

|

.

Query | really need

\

L

A wider net

| am desperate

)

Y

after_tool_callback: assemble best possible result programmatically

Read log

Fetch file from bucket

Fetch source code file




Agent execution example

B M 0B ©

id: 4748638785896
invocationId:

author: '
¥ content:
role: ™
¥ parts: [
v B:
v functionResponse:
name: "
b response;
- 1:
v functionResponse:
name: "char
¥ response:
path:

sha:

status: "n |

generated: false

¥ changed_symbols:

v 0:

kind: "
name: " I
start_line: 78
end_line: 201
b changed_lines: [... ]

¥ changed_lines_outside_symbols:

v 2:

» functionResponse:
v 3:

b TunctionResponse:
v 4:

b functionResponse:
¥ 5!

» functionResponse:

timestamp: 1790156844933

¥ actions:
systemInstructionChanged: false
precedingSystemInstruction: undefined
currentSystemInstruction: undefined

(o
#14 My Diagnostic Plan
My immediate thought is to zero in on the problematic area. | need to examine the log window specifically around line 2839 to see what was happening at that critical juncture. Simultaneously, I'll
investigate the symbols that have been modified across relevant files and then drill down into the details of the failing test case within
cmd/ateapifinternal/controlapi/functionaltest/actor_test.go
To achieve this, my plan is to execute the following actions:
1. I'll start by reading the log window, specifically requesting the lines from 2830 to 2860 for job ID 99120183352, This will give me the immediate context surrounding the potential failure point.
2. Next, I'll look at the changed symbols within cmd/atecontroller/internal/controllers/workerpool_apply.go. This file seems like a prime candidate for having introduced a bug, given its name.
3. Following that, I'll do the same for the corresponding test file, cmd/atecontroller/internal/controllers/workerpool_apply_test.go, to understand if the test itself is flawed or if it's correctly
catching a regression,
4. I'll also broaden my scope to check changed symbols in cmd/ateom-gvisor/main.go, as changes here could have downstream effects.
5. Similarly, I'll examine cmd/ateom-microvm/main.go for any recent modifications that might be contributing to the issue.
6. Finally, to get a complete picture of the failing test, I'll generate an outline of the cmd/ateapi/internal/controlapi/functionaltest/actor_test.go file, using its specific SHA,
88f8259a1293f3a39a18559f4db81b11aab778e7, to ensure I'm looking at the exact version that failed.
{} ocutline_file
i &n
#15 ~ read_log_window +~" changed_symbols " changed_symbols ~" changed_symbols ' changed_symbols ~ outline_fi :
'd "\
o o
path: '
#16 Understanding the Behavior of TestResumeActor_RelocatesAft 4.«

ovrern - ey total_lines: 3251
My objective is to thoroughly understand the implications of the rung: "parsed' go. To

achieve this, | need to examine the specific test case itself and { ] ntext of

enerated: false
a worker being suspended and then resumed from a paused stz = .
symbol_count: 82

outline:

First, I'll dive into the test function TestResumeActor _Relocates|
being validated.

ations

Following that, | need to see how the recent changes, presumah
cmd/atecontroller/internal/controllers/workerpool_apply
transitions that might involve relocation.

o

Then, I'll investigate the ateom-gvisor and ateom-microvm com| . - Fa T et L hs nhe o B oL be
looking at the relevant code snippets in cmd/ateom-gvisor/mail " rectCreateh Dur ta ] nt.T L276-298 e
immediate handlers or responders to the events orchestrated by

By examining these specific sections, | aim to connect the test's g . ': 't y ,:_ % ki tina. T 1 - nts,
thereby fully grasping the scenario of an actor resuming after st

{} read_window

i oF



Al Is at the core of Agentic platform but it is

PRODUCT VISION & ARCHITECT

that define success




Product Who are we building for?

How do we measure?

Users of e2e Environment Owners

My test run;

] Entire environment
Recommendations

What do they care about

P New issues, trackin
Just tell me ifitisin my PR J

i . depth and accuracy is
Analysis depth PN > dep . Yy
crucial
: All failures, attributed by release;
Coverage single test run scope

defects lineage




Architecture

“‘Across all these four patterns none of them truly require bigger teams or newer models.
They represent sound engineering practices that are frequently overlooked.”

v
/4 BEST PRACTICES FOR BUILDING STRONG Al AGENTS

(1.BI-DIRECTIONALMCP (&) 2. EVENT-DRIVEN CONCURRENCY 7

Internal

UNIFIED INTERNAL & - » o ASYNC EVENT BUS ﬁ_ ﬁ
EXTERNAL ACCESS E . agent agent B

@ —-'2 | event <‘,=,,“>@

agent B agent C
KEY VALUE: ST KEY VALUE: g )] 1§(§
Unified Context & Internal External Parallel Execution :
Secure Access Reasoner  key Agent & Instant Signals agent C agent D
3. SAME-BAR FALLBACK ) 4.TIERED ROUTI 4
RIGOROUS OUTPUT ———— ROUTE BY COST & COMPLEXITY E%
VALI DATION e Fast FAST LOCAL
PRIMARY — %:9 “:%ID DATABASE ‘
p SER ’
© REQUEST REGEX  CLASSIFIER é@?ﬂ%
KEY VALUE: Pitoack  VALIDATION KEY VALUE: DEEP/EKPENSIVE o irce: |

Unified Quall’{y & Standards GATE Optimize Resources & Costs

R r— r -

https://developers.googleblog.com/4-engineering-patterns-behind-the-
strongest-ai-agents-challenge-submissions/



https://developers.googleblog.com/4-engineering-patterns-behind-the-strongest-ai-agents-challenge-submissions/
https://developers.googleblog.com/4-engineering-patterns-behind-the-strongest-ai-agents-challenge-submissions/
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Autonomy framework and gating
conditions

Know which level your agent is at, and
state what it must prove before it
moves up.

\

RECA

Product and architecture

The model is the core, but knowing who
you build for and applying sound
engineering patterns is what decides
success.

Structure over prompts

Budgets, routing and verification live in
the graph and in code, not in
instructions to the model.
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ADK Coding with Al
https://adk.dev/tutorials/coding-with-ai/

olga-mir.github.io/ Olga Mirensky

( I > github.com/olga-mir/sre-agents github.com/olga-mir



https://developers.googleblog.com/4-engineering-patterns-behind-the-strongest-ai-agents-challenge-submissions/
https://developers.googleblog.com/4-engineering-patterns-behind-the-strongest-ai-agents-challenge-submissions/

	AGENDA
	What’s new: Today, we’re launching Gemini Enterprise Agent Platform — our new, comprehensive platform to build, scale, govern, and optimize agents. It’s the evolution of Vertex AI, bringing the model selection, model building, and agent building capabilities that customers love, together with new features for agent integration, DevOps, orchestration, and security.
	PingOne Advanced Identity Cloud
	Ping Identity AGW Partner
	AGENTIC SRE
	Google AI SRE whitepaper
	First SRE Agent: e2e-agent
	Before e2e-agent
	Finding the middle ground
	Graph Workflows
	Verifier
	Verifier
	Verifier
	Graph and Dynamic Workflows
	ADK: HITL Human-in-the-loop
	PRODUCT  VISION  &  ARCHITECTURE
	“Across all these four patterns none of them truly require bigger teams or newer models. They represent sound engineering practices that are frequently overlooked.”
	DEMO
	RECAP
	REFERENCES / CONNECT
	AI in SRE: How Google is Engineering the Future of Reliable Operations [whitepaper]
	Google for Startups AI Agents Challenge - winners, Sept. 2, 2026
	ADK Coding with AI

